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DB2 provides both online and offline options for reorganizing tables and indexes. By default, 

offline reorg places the table or index in a read-only state.  An administrator can also choose 

to lock the table completely with the ñALLOW NO ACCESSò clause.  Offline reorg runs much 

faster, and is therefore a better option for tables that can handle periods of read only access.

Offline table reorganization proceeds through several phases.

1. COMPRESS ïIf the table is compressed and the reorg contains the RESETDICTIONARY 

option, the first phase of the reorg is to perform pattern matching and rebuild the 

compression dictionary.

2. SORT ïIf an index is being used to cluster the table, the rows of the table are sorted 

according to that index using either a table scan (default) or the INDEXSCAN supplied to the 

reorg command.

3. BUILD ïA reorganized copy of the table is built in either the same table space or a specified 

temporary table space

4. REPLACE ïThe original table is replaced by the copy in temporary table space, or a pointer 

is created to the new copy within the same table space

5. INDEX_REBUILD ïAll indexes on the table are rebuilt.

Online reorg allows continuous access to the table or index throughout the reorg process.  It 

can, however, take much longer to complete and consume more log file space.  As well, 

applications accessing data during the reorg process may have to wait for the reorg to finish 

with its current pages, so performance can drop while this runs.  This option should be 

considered for highly available OLTP database tables, and should ideally be run during 

lower workload periods.

Online table reorganization in DB2 is performed in-place, or within the existing table data 

pages.  It does not create a shadow copy, and therefore, does not require additional storage 

in the table space or a temporary table space.  It is also important to realize that the indexes 

on the table are not reorganized as part of an online table reorganization.
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Some Online Reorg recommendations:
ÅIf space-reclamation is primary consideration, do not specify a clustering index
Less row moves, faster reorg
ÅUse NOTRUNCATE option to avoid read-only access period at end (required for object truncation)

Note: If a table has a clustering index, it will be used by default
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Online Table Move uses a stored procedure, Admin_Move_Table, to move tables online 

There are three tables required for an online table move:

ÅSource table - The original table name passed in to the procedure. This is the table to be moved.

ÅTarget table - The table where the data from the source table will be moved. This is either created by the 

procedure (if called using method 1) or the name of a table that already exists is passed on to the procedure 

(if called using method 2). At the end of the move this table will be renamed the same as the source table. 

During the move operation, we are still able to INSERT, DELETE or UPDATE rows on  the source table. We 

need to keep track of these changes and update the target table accordingly. To help with this 

ADMIN_MOVE_TABLE creates a third table

ÅStaging table - Records any INSERT, DELETE or UPDATE changes made to the source table while the 

procedure is running. The same changes are later replayed on the target table. This table is dropped at the 

end of the move.

You can now call the ADMIN_MOVE_TABLE stored procedure to move the data in a table to a new table 

object of the same name (but with possibly different storage characteristics) while the data remains online 

and available for access.  The table move is online and logged, which means that in a HADR environment, 

the table move is also replicated to the standby database.

The ADMIN_MOVE_TABLE procedure creates a shadow copy of the table. During the copy phase, insert, 

update, and delete operations against the original table are captured using triggers and placed into a staging 

table. After the copy phase has completed, the data change operations that were captured in the staging 

table are replayed to the shadow copy. The copy of the table includes all table options, indexes, and views. 

The procedure then briefly takes the table offline to swap the object names. 

The online table move is recommended only when an online move is really a requirement.  An offline export 

and load will always be faster.  If an online move is necessary, note that referential integrity constraints on the 

source table are not supported during the online move, and a primary or unique index is highly 

recommended.



The first method allows us to modify only certain parts of the target tableôs definition, which makes it 
convenient when changing certain details such as table space, partitioning keys, column definitions, etc. 
However it does not allow the use of a table definition of the userôs choice. The second method allows for 
more control and flexibility by allowing the target table beforehand instead of through the stored 
procedure e.g. using a different table name. Note that the target table using the second method must be 
created in the same schema as the source table. 
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Outline: 
ÅShadow copy of the source table is created when the procedure is called (INIT phase)
ÅIn the COPY phase, DML changes to source tables are captured using triggers and are placed in a staging table
ÅIn the REPLAY phase, changes from staging table are replayed on the shadow copy. This phase is repeatable
ÅSWAP phase briefly takes the table offline in order to rename the shadow copy and its indexes to that of the source 
table
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